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Finite-horizon optimal control problem

The optimal control (OC) problem in Bolza form is

inf
u(·)

⇢Z T

0
L(s, z(s),u(s))ds + g(z(T ))

�

s.t. ż(s) = f (s, z(s),u(s)), z(0) = x .

• z – state • f – dynamics
• x – initial state • L – running cost
• u – control • g – terminal cost

State and control constraints can also be added: z 2 ⌦, u 2 U.
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Two frameworks for OC

On a high-level, there are two approaches to solve OC [Bet98]

Trajectory optimization: find an optimal trajectory with fixed

initial point

Direct: discretize the cost then minimize via NLP
Indirect: discretize the KKT then solve via NLP

Both direct and indirect methods above can be solved via
Collocation (transcription): optimization variables are the

values of the state and control at collocation points

Parametric: the control is given in a parametric form, and the
optimization are these parameters.

Hamilton-Jacobi-Bellman (HJB) PDE: find the optimal

cost-to-go and synthesize the optimal control via gradient of
this cost.

In some sense, we have Lagrangian vs. Eulerian approaches.
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Our approach

We combine

Direct trajectory optimization

Parametrizing the control via NN

The parametrization is structurally consistent with the HJB
synthesis

Levon Nurbekyan
A neural network approach for high-dimensional real-time optimal control



HJB theory

Essentially, we want to solve the OC for all initial points at once!

�(t, x) = inf
ux

⇢Z T

t
L
�
s, zx(s),ux(s)

�
ds + G

�
zx(T )

��

żx(s) = f (s, zx(s),ux(s)), zx(0) = x .

�(t, x) 2 R is the value function (i.e., optimal cost-to-go)

solution u⇤
x is the optimal control

optimal trajectory z⇤
x dictated by u⇤

x
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Trajectory optimization

Direct Solve the constrained optimization

inf
u(·)

⇢Z T

0
L(s, z(s),u(s))ds + g(z(T ))

�

s.t. ż(s) = f (s, z(s),u(s)), z(0) = x .

Indirect Solve the forward-backward system for 0  t  T

8
><

>:

@tz⇤
x(t) = �rpH

�
t, z⇤

x(t),px(t)
�
,

@tpx(t) = rxH
�
t, z⇤

x(t),px(t)
�
,

z⇤
x(0) = x , px(T ) = rG

�
z⇤

x(T )
�
,

where px is the adjoint variable and
H(t, x ,p) = supux2U {�p · f (t, x ,u)� L(t, x ,u)}.
Moreover,
u⇤

x(t) = argmaxu2U {�px(t) · f (t, x ,u)� L(t, x ,u)}
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HJB theory

�(t, x) = inf
ux

⇢Z T

t
L
�
s, zx(s),ux(s)

�
ds + G

�
zx(T )

��

żx(s) = f (s, zx(s),ux(s)), zx(0) = x .

HJB: A remarkable fact is
(
�@t�(t, x) + H

�
t, x ,r�(t, x)

�
= 0,

�(T , x) = G (x),

where H(t, x ,p) = supu2U {�p · f (t, x ,u)� L(t, x ,u)}.
Synthesis: Optimal control in a feedback form:

u⇤(t, x) = argmax
u2U

{�r�(t, x) · f (t, x ,u)� L(t, x ,u)}

In other words px(t) = r�(t, x).
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An example: multi-agent control

Running costs where zi and ui are the state and control for the ith
agent, respectively

L
�
t, z(t),u(t)

�
=E

�
z(t),u(t)

�
+ ↵2Q

�
z(t),u(t)

�
+ ↵3W

�
z(t),u(t)

�

=
nX

i=1

Ei
�
zi (t), ui (t)

�
+ ↵2

nX

i=1

Qi
�
zi (t), ui (t)

�

+ ↵3

X

j 6=i

Wij
�
zi (t), zj(t)

�

for multipliers ↵2,↵3 2 R and
Ei is the energy of an agent,
Qi represents any obstacles or terrain,
Wij are the interaction costs between homogeneous agents i
and j with radius r

Wij(zi , zj) =

(
exp

⇣
�kzi�zjk22

2r2

⌘
, kzi � zjk2 < 2r

0, otherwise
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An example continued

If L(t, z ,u) = kuk2
2 + eQ(t, z) and f (t, x ,u) = u then we have that

H(t, x ,p) = sup
u

{�p · f (t, x ,u)� L(t, x ,u)} =
kpk2

2
� eQ(t, z)

and u⇤(t, x ,p) = argmaxu {�p · f (t, x ,u)� L(t, x ,u)} = �p.

Therefore, the optimal synthesis is

u⇤(t, x) = u⇤ (t, x ,r�(t, x)) = �r�(t, x)

In our approach, we keep this structure:

u⇤(t, x) ⇡ �r�(t, x ; ✓)
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Trajectory optimization vs. HJB

As it often in Lagrangian vs. Eulerian methods we have that

Trajectory optimization:
Suitable for high-d: no grids are necessary
Can be ”solved” pretty quickly with modern NLP
Nonconvex problem
No feedback form: recomputing the solution might be too
slow: sec. vs milisec.

HJB:
Usually grid-based: not suitable for high-d
Might be slow because we solve for all initial points
Stable numerical scheme: HJB expression is convex in �
Feedback form: if available syntheses control in no-time

Our approach: Combine the best of the two worlds.
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Our approach

Solve H(t, x ,p) = supu {�p · f (t, x ,u)� L(t, x ,u)} and
u⇤(t, x ,p) = argmaxu {�p · f (t, x ,u)� L(t, x ,u)}.
Replace adjoint p with r�; that is,
ux(t) = u⇤(t, x ,r�(t, x))
Use initial states sampled from a distribution (e.g. Gaussian)

Solve

min
�

E
x⇠N (µ,⌃)

⇢Z T

0
L
�
s, zx(s),ux(s)

�
ds + G

�
zx(T )

��

s.t.

@tzx(t) = �rpH
�
t, zx(t),r�(t, zx(t))

�
= �r�(t, zx(t))

Levon Nurbekyan
A neural network approach for high-dimensional real-time optimal control



Penalizers

Recall the HJB equations:

�@t�
�
t, zx(t)

�
= �H

�
t, zx(t),r�(t, zx(t))

�
,

�
�
T , zx(T )

�
= G

�
zx(T )

�

Make penalizers:

cHJt,x(t) =
Z t

0

��� @s�(s, zx(s))� H
�
s, zx(s),r�(s, zx(s))

� ��� ds

cHJfin,x =
���(T , zx(T )) � G (zx(T ))

��

cHJgrad,x =
��r�(T , zx(T )) � rG (zx(T ))

��

See also [YK20, OFLR20].
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Formulation

Rewrite time-integrals as part of the ODE

min
�

E
x⇠N (µ,⌃)

cL,x(T ) + G (zx(T )) + �1cHJt,x(T ) + �2 cHJfin,x

+ �3 cHJgrad,x ,

subject to

@t

0

B@
zx(t)

cL,x(t)

cHJt,x(t)

1

CA =

0

BB@

�rpH
�
t, zx(t),r�(t, zx(t))

�

Lx(t)��� @t�(t, zx(t))� H
�
t, zx(t),r�(t, zx(t))

� ���

1

CCA ,

0

B@
zx(0)

cL,x(0)

cHJt,x(0)

1

CA =

0

B@
x
0

0

1

CA .

Scalars �1,�2,�3 are weighted multipliers (NN hyperparameters)
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Our Network
A Brief Look Under the Hood

We parameterize the value function

�(s;✓) = w>
N(s) +

1

2
s>(A>A)s + b>s + c ,

for ✓ = (w ,A,b, c ,K 0,K 1,b0,b1), where

N(s) = a0 + �(K 1a0 + b1),

a0 = �(K 0s + b0),

space-time inputs s = (x , t) 2 Rd+1

N(s) : Rd+1 ! Rm is a residual neural network
(ResNet)[HZRS16]
element-wise activation function
�(x) = log(exp(x) + exp(�x))
✓ contains the trainable weights: w 2 Rm, A 2 R10⇥(d+1),
b 2 Rd+1, c 2R, K 0 2 Rm⇥(d+1), K 1 2 Rm⇥m, and
b0,b1 2 Rm.
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Neural ODE formulation

We are solving

min
�

E
x⇠N (µ,⌃)

cL,x(T ) + G (zx(T )) + �1cHJt,x(T ) + �2 cHJfin,x

+ �3 cHJgrad,x ,

subject to

@t

0

B@
zx(t)

cL,x(t)

cHJt,x(t)

1

CA =

0

BB@

�rpH
�
t, zx(t),r�(t, zx(t))

�

Lx(t)��� @t�(t, zx(t))� H
�
t, zx(t),r�(t, zx(t))

� ���

1

CCA ,

0

B@
zx(0)

cL,x(0)

cHJt,x(0)

1

CA =

0

B@
x
0

0

1

CA .
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Neural ODE formulation

Approximating �(t, x) ⇡ �(t, x ; ✓), we obtain

min
✓

E
x⇠N (µ,⌃)

cL,x(T ) + G (zx(T )) + �1cHJt,x(T ) + �2 cHJfin,x

+ �3 cHJgrad,x ,

subject to

@t

0

B@
zx(t)

cL,x(t)

cHJt,x(t)

1

CA =F (t, zx(t),r�(t, zx(t); ✓),

0

B@
zx(0)

cL,x(0)

cHJt,x(0)

1

CA =

0

B@
x
0

0

1

CA .
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Training, Numerics, and Results

Derek Onken’s slides at
https://derekonken.com/VISS2021.pdf
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