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Deep learning applications

Computer Vision Machine Translation Game Playing

Science and Engineering
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What’s new?

Compared with classical shallow NNs (and linear models,
kernel methods...), the new phenomena in in deep learning
is function composition
How does this interact with learning?
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Why is this important?

Many possible architectures
Depth vs width
Choosing the right architecture
for the right problem requires an
understanding of the effect of
composition on learning
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What kind of questions can one ask?
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A brief introduction
For a given function f : Rd → R and ε > 0, approximation is to
find a simple function g such that

‖f − g‖ < ε.

Function g : Rn → R can be as simple as g(x) = a · x. To make
sense of this approximation, we need to find a map
T : Rd 7→ Rn, such that

‖f − g ◦ T‖ < ε.

In practice, we only have sample data {(xi, f(xi))}mi=1 of f , one
needs develop algorithms to find T .

1 Classical approximation: T is independent of f or data,
while n depends on ε.

2 Learning: T is learned from data and determined by a few
parameters. n depends on ε.

3 Deep learning: T is fully learned from data with huge
number of parameters. T is a composition of many simple
maps, and n can be independent of ε.
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Classical approximation
Linear approximation: Given a finite fixed set of generators
{φ1, . . . , φn}, e.g. splines, wavelet frames, finite elements or
generators in reproducing kernel Hilbert spaces. Define

T = [φ1, φ2, . . . , φn]> : Rd 7→ Rn and g(x) = a · x.
The linear approximation is to find a ∈ Rn such that

g ◦ T =

n∑

i=1

aiφi ∼ f

It is linear because f1 ∼ g1, f2 ∼ g2 ⇒ f1 + f2 ∼ g1 + g2.

The best n-term approximation: Given dictionary D that can
have infinitely many generators , e.g. D = {φi}∞i=1 and define

T = [φ1, φ2, . . . , ]
> : Rd 7→∈ R∞ and g(x) = a · x

The best n-term approximation of f is to find a with n nonzero
terms such that g ◦ T ∼ f .is the best approximation among all
the n-term choices
It is nonlinear because f1 ∼ g1, f2 ∼ g2 ; f1 + f2 ∼ g1 + g2, as
the support of the a1 and a2 depends on f1 and f2.
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Examples
Consider a function space L2(Rd), let {φi}∞i=1 be an orthonormal
basis of L2(Rd).

Linear approximation
For a given n, T = [φ1, . . . , φn]

> and g = a · x where aj = 〈f, φj〉. Denote
H = span{φ1, . . . , φn} ⊆ L2(Rd).
Then,

g ◦ T =

n∑
i=1

〈f, φi〉φi

is the orthogonal projection onto the space H and is the best approximation
of f from the space H.
g ◦ T provides a good approximation of f when the sequence {〈f, φj〉}∞j=1

decays fast as j → +∞.
Therefore,

1 Linear approximation provides a good approximation for smooth
functions.

2 Advantage: It is a good approximation scheme for d is small, domain is
simple, function form is complicated but smooth.

3 Disadvantage: It does not do well if d is big and/or domain of f is
complex.
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Examples

The best n-term approximation

T = (φj)
∞
j=1 : Rd 7→ R∞ and g(x) = a · x and each aj is

aj =

{
〈f, φj〉, for the largest n terms in the sequence {|〈f, φj〉|}∞j=1

0, otherwise.

The approximation of f by g ◦ T depends less on the decay of
the sequence {|〈f, φj〉|}∞j=1. Therefore,

1 the best n-term approximation is better than the linear
approximation when f is nonsmooth.

2 It is not a good scheme if d is big and/or domain of f is
complex.
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Approximation for Deep Networks
Denote φ(x;θ) = g ◦ T = g ◦ TJ ◦ · · · ◦ T1 to be a network with θ
as the set of parameters.

x = h̃0
W0, b0−→h1

σ−→ h̃1︸ ︷︷ ︸
T1

· · · WJ−1, bJ−1−→hJ
σ−→ h̃L︸ ︷︷ ︸

TJ

WJ , bJ−→hJ+1︸ ︷︷ ︸
g

= φ(x;θ),

where hj+1 := Wj · h̃j + bj , σ is the activation function,
Tj+1 = σ(hj+1), σ acts on hj+1 component-wisely, and the set
of prameters

θ = (W0, b0,W1, b1, · · · ,WJ , bJ).

x = (x1, x2)

x1

x2

h1 h̃1 h2 h̃2 φ(x1, x2)

φ(x1, x2)

W0, b0 W1, b1 W2, b2σ (e.g., ReLU) σ (e.g., ReLU)

σ

σ

σ

σ

σ

σ

σ

σ

σ
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Approximation for Deep Networks
For a fixed θ, consider the inference error/risk of φ(x;θ)

RD(θ) := Ex∼U(Ω) [`(φ(x;θ), f(x))]

where the expectation is taken with an unknown data
distribution U(Ω) over Ω.

For example, when `(y, y′) = 1
2 |y − y′|2 and U is a uniform

distribution over Ω = [0, 1]d,

RD(θ) =

∫

[0,1]d

1
2 |φ(x;θ)− f(x)|2dx

Set
θD = arg min

θ
RD(θ).

Deep learning is to find θD . However, it is unachievable since f
and U(Ω) is unavailabe. Instead, we only have samples of f .
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Approximation for Deep Networks
Given samples {(xi, f(xi))}ni=1, instead of RD(θ), we use
empirical risk

RS(θ) :=
1

n

n∑

i=1

`
(
φ(xi;θ), f(xi)

)

to approximate/model the risk RD(θ).

The goal of supervised learning is to identify θS s.t.

θS = arg min
θ

RS(θ). (1.1)

θS can be considered as a model solution of θD.
Let θN be a numerical solution of (1.1). The key is to estimate

RD(θN ) = Ex∼U(Ω) [`(φ(x;θN ), f(x))]
e.g.
=

∫

[0,1]d

1
2 |φ(x;θN )− f(x)|2dx.
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Approximation for Deep Networks

RD(θN ) ≤ RD(θD)︸ ︷︷ ︸
(∗)

+ [RS(θN )−RS(θS)]︸ ︷︷ ︸
Optimization Error

+ [RD(θN )−RS(θN )] + [RS(θD)−RD(θD)]︸ ︷︷ ︸
Generalization Error

,

The approximation theory of ours gives the upper bound of the
approximation error, characterized by (∗) term in above
inequality.

To control the “Optimization Error”, we only need to make

RS(θN )−RS(θS)

small, but not θN ∼ θS .

“Generalization Error” is the model error.

Without the estimate of the approximation error, the other two
estimates only give an error analysis, when f can be generated
by network,
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Approximation by composition

Settings: Given data {(xi, f(xi))}mi=1.
1 The key of deep learning is to construct a measurable map
T : Rd 7→ Rn and a simple function g (e.g. g = a · x ) from
data

2 T simplifies the domain of f by changing/rearranging
variables while keeping the key features of the domain of f
(e.g. level set of f ), so that

3 g ◦ T can be used to approximate f robustly .

What is the mathematics behind this?
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Approximation by compositions

Question 1: For given f and g, is there a measurable
T : Rd 7→ Rn such that f = g ◦ T?

Answer: Yes! We have proven

Theorem
Let f : Rd → R and g : Rn → R and assume Im(f) ⊆ Im(g) and
g is continuous. Then, there exists a measurable map
T : Rd 7→ Rn such that

f = g ◦ T, a.e.

This is an existence proof. T cannot be written out
analytically. This leads to the following relaxed question
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Approximation by compositions

Question 2: For arbitrarily given ε > 0, can one construct a
measurable T : Rd 7→ Rn such that ‖f − g ◦ T‖ ≤ ε?

Answer: Yes!

Theorem
Let f : Rd → R and g : Rn → R and assume Im(f) ⊆ Im(g). For
an arbitrarily given ε > 0, a measurable map T : Rd 7→ Rn can
be constructed in terms of f and g, such that

‖f − g ◦ T‖ ≤ ε

While T can be written out in terms of f and g, T can be
complex to be constructed when only sample data of f is
given. This leads to
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Approximation by compositions

Question 3: Can T be a composition of simple maps? That is,
can we write T = TJ ◦ · · · ◦ T1, where each Ti, i = 1, 2, . . . , J is
simple, e.g. “perturbation of identity.”

Answer: Yes!

Theorem
Denote f : Rd → R and g : Rn → R. For an arbitrarily given
ε > 0, if Im(f) ⊆ Im(g), then there exists J simple maps
Ti, i = 1, 2, . . . , J such that T = TJ ◦ . . . T2 ◦ T1 : Rd 7→ Rn and

‖f − g ◦ TJ ◦ · · · ◦ T1‖ ≤ ε

The proof of existence of Ti, i = 1, 2, . . . , J is constructive. In
fact, an algorithm can be devised to carry it out approximately
in practice.
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Algorithm

Input: Hypothesis spaces: I, H; Loss functions: L,L′;
Tolerance: ε

Data: {xi, f(xi)}Ni=1

Result: A function fn that approximates a given f
initialization: Set f0 = g, Img ⊃ Imf ;
for j from 0 to n− 1 do

Ij = arg minI∈I
1
N

∑N
i=1 L(I(xi),1{|fj−f |>ε}(xi));

hj = arg minh∈H
1
N

∑N
i=1 L

′(f(xi), fj ◦ Th,j(xi))
where Th,j(x) := Ij(x)hj(x) + [1− Ij(x)]x;
Set fj+1 = fj ◦ Thj ,j

end
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Advantage of Multi-level Composition

For given any approximator, this algorithm systematically
improve its performance by adding one more layer of
composition

The performance improvement can be quantified by

Dε(f, g ◦ t) = Dε(f, g)

[
1− r

(
1− a

p

)]

a, r, p can be estimated at each stage to see if we can go
further
This procedure also naturally picks up some multi-scale
structure
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Classification and Regression Benchmarks
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(c) SGEMM1

Remark: For the image classification problems, h, I composes
of small convolution blocks with 4-32 channels, and 2-4 layers
each. f0 is linear.

1Cedric Nugteren and Valeriu Codreanu. MCSoC, 2015
(http://ieeexplore.ieee.org/document/7328205/)
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Remark: The last problem is regression, with fully connected
blocks for h, I. “Accuracy” is defined as in the preceding theory:
Dε(f, fj) = µ{|f − fj | > ε}. Here, we take ε = 0.1.

1Cedric Nugteren and Valeriu Codreanu. MCSoC, 2015
(http://ieeexplore.ieee.org/document/7328205/)
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Ideas
Classical approximation sub-divides the domain, The key
to a good approximation is to reproduce poly locally. The
smoothness of f is needed. It is a local approach (e.g.
Riemann integration, TV method ).

Alternative approach sub-divides the range. The key to
good approximation is the location, volume, and geometry
of f−1(Bi), The smoothness of f is no more important. It is
non-local (e.g. Lebesgue integration, non-local TV method)
Our theory and algorithm iteratively rearranges f−1(Bi) by
constructing T , so that it matches with g−1(Bi),
Consequently, g ◦ T approximates f well.

Q. Li, Z. Shen, and C Tai, Deep approximation of functions via composition (2019).
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Approximation for Residual Networks

Residual networks

xk+1 = xk + h(xk, θk) e.g. h(xk, θk) = ReLU(Wkxk + bk)

Continuous-time idealization (s ≈ ∆s× k)

ẋs = h(xs, θs), s ∈ [0, τ ], h ∈ F , (2.1)

where F := {h(·, θ) : θ ∈ Θ} is the control family.

This parametrizes a mapping (flow map)

T (x) = xτ where {xs} satisfies (2.1) with x0 = x
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Flow map as a decomposition method

Parameterizing T using a flow naturally performs a
decomposition

T = TJ ◦ TJ−1 ◦ · · · ◦ T1

To see this, consider a partition of [0, τ) into ∪j [τj , τj+1), then

Tj(x) = x+

∫ τj+1

τj

h(xs, θs)ds

which can be made arbitrarily close to the identity by finer
partitions.

Key question: what conditions on F := {h(·, θ) : θ ∈ Θ} are
sufficient to guarantee the density of {g ◦ T}?
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Universal Approximation Theorem in d ≥ 2

Theorem
Let d ≥ 2 and f : Rd → Rm be continuous. Let K ⊂ Rd, be a
compact set. Assume Lipschitz function g satisfying
f(K) ⊂ g(Rd) and F satisfying some mild conditions. Then, for
any p ∈ [1,∞), and ε > 0, there exists a flow map driven by F
such that

‖f − g ◦ T‖Lp(K) ≤ ε.

This theorem leads to the conclusion that residual networks
satisfy the universal approximation property.
Li, Qianxiao; Lin, Ting; Shen, Zuowei, Deep Learning via Dynamical Systems: An

Approximation Perspective, Journal of European Mathematical Society, to appear.
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Control Families Satisfying the Assumptions
Activation Functions

Fully connected ReLU layers

F =
{
z 7→ V ReLU(Wz + b) : W ∈ Rq×d, V ∈ Rd×q, b ∈ Rq

}

Other Activations (sigmoid, tanh etc)

F =
{
z 7→ V σ(Wz + b) : W ∈ Rq×d, V ∈ Rd×q, b ∈ Rq

}

Block structures
F = {z 7→ V σ(W (2)σ(W (1)z + b(1)) + b(2))

: V ∈ Rn×q2 ,W (1) ∈ Rq1×n, b(1) ∈ Rq1 ,

W (2) ∈ Rq2×q1 , b(2) ∈ Rq2}
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Remarks and Implications

If d = 1, we can prove that T from flow maps can
approximate increasing functions

These approximation results are sufficient conditions, and
do not rely on specific architectural assumptions

The requirements on F and g are quite mild

The continuous-time approximation result implies results in
discrete time as long as the discretization is convergent,
e.g. ResNet via Euler discretization

This implies the universal approximation property of
residual networks

Li, Qianxiao; Lin, Ting; Shen, Zuowei, Deep Learning via Dynamical Systems: An

Approximation Perspective, Journal of European Mathematical Society, to appear.
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Outline

1 Approximation theory and deep learning

2 Approximation of functions by compositions

3 Approximation rate in terms of width and depth
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Approximation Rate of ReLU Networks
For given width parameter N ∈ N+ and depth parameter
L ∈ N+,

Question: What is the approximation rate in terms of N and L
for this ReLU network?

Answer: When f is Lipchitz with constant λ, then

‖f − φ‖Lp([0,1]d) ≤ 19λ
√
dN−2/dL−2/d,

where φ is a ReLU network width 12 max
{
dbN1/dc, N + 1

}
and

depth 12L+ 14 if p ∈ [1,∞). The width and depth are
3d+3 max

{
dbN1/dc, N + 1

}
and 12L+ 14 + 2d, respectively, if

p =∞.
We know the exact the width and depth of the network to
achieve the rate!
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Approximation Rate of ReLU Networks

For general continuous functions, define the modulus of
continuity, for any r > 0, as

ωf (r) := sup{|f(x)− f(y)| : x,y ∈ [0, 1]d, ‖x− y‖2 ≤ r}.

Theorem
Let f ∈ C([0, 1]d), N,L ∈ N+, and p ∈ [1,∞], there exists a
network φ with width 12 max

{
dbN1/dc, N + 1

}
and depth

12L+ 14 (when p <∞) such that

‖f − φ‖Lp([0,1]d) ≤ 19
√
dωf (N−2/dL−2/d).

The width and depth become 3d+3 max
{
dbN1/dc, N + 1

}
and

12L+ 14 + 2d, respectively, if p =∞.

The rate O(N−2/dL−2/d) is nearly optimal.
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: N ≥ 1, L = 1, rate O(N−1/d), well known d = 1 (d > 1
at most).

: N = 2d+ 10, L sufficient large, rate O(L−2/d),
Yarotsky, 2018.

: N ≥ 1, L = 2, 3, rate O(N−2/d).

: N ≥ 1, L ≥ 1, rate O(N−2/dL−2/d).
Z. Shen, H. Yang, and S. Zhang, Nonlinear approximation via compositions,
Neural Networks, 119 (2019), pp. 74-84.
Zuowei Shen, Haizhao Yang, Shijun Zhang. Deep Network Approximation
Characterized by Number of Neutrons, Communications in Computational
Physics, 28(2020), 1768-1811.
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Approximation on Low-Dimensional Manifold

Question: When data is concentrated around a low dimension
manifold, can we use the intrinsic dimension in the
approximation rate estimate?

Answer: Yes, we can achieve the rate O(N−2/dδL−2/dδ), for
Lipschitz functions on a small neighborhood of dM-dim
manifoldM⊆ [0, 1]d where dδ = O(dM ln d),

How about the general continuous functions?

We can extend our result to arbitrary continuous functions by
using ωf (·) as we defined previously.
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Approximation on Low-Dimensional Manifold
Define ε-neighborhood of dM-dim manifoldM⊆ [0, 1]d as

Mε :=
{
x ∈ [0, 1]d : inf{|x− y| : y ∈M} ≤ ε

}
,

Give a Lipschitz f , we have

‖f − φ‖L∞(Mε) ≤ O(ε) +O(N−2/dδL−2/dδ),

where dδ = O(dM ln d) and φ is network with width O(N) and
depth O(L).

Theorem
Let f ∈ C([0, 1]d). ∀ N,L ∈ N+, and ε ∈ (0, 1), ( ε can be
O(N−2/dδL−2/dδ)), ∃ a ReLU network φ with width
3dδ+3 max

{
dδbN1/dδc, N + 1

}
and depth 12L+ 14 + 2dδ s.t.

‖f − φ‖L∞(Mε) ≤ 2ωf
(

2ε
1−δ

√
d
dδ

+ 2ε
)

+ 19
√
dωf ( 2

√
d

(1−δ)
√
dδ
N−2/dδL−2/dδ),

where dδ = O(dM ln d).

Zuowei Shen, Haizhao Yang, Shijun Zhang. Deep Network Approximation
Characterised by Number of Neurones, Communications in Computational Physics, 28
(2020) 1768-1811.
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Approximation on Low-Dimensional Manifold
Define ε-neighborhood of dM-dim manifoldM⊆ [0, 1]d as

Mε :=
{
x ∈ [0, 1]d : inf{|x− y| : y ∈M} ≤ ε

}
,

Give a Lipschitz f , we have

‖f − φ‖L∞(Mε) ≤ O(ε) +O(N−2/dδL−2/dδ),

where dδ = O(dM ln d) and φ is network with width O(N) and
depth O(L).

Theorem
Let f ∈ C([0, 1]d). ∀ N,L ∈ N+, and ε ∈ (0, 1), ( ε can be
O(N−2/dδL−2/dδ)), ∃ a ReLU network φ with width
3dδ+3 max

{
dδbN1/dδc, N + 1

}
and depth 12L+ 14 + 2dδ s.t.
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Can We Get Better Approximation Rate?

As mentioned above, the approximation rates of ReLU
networks for Lipschitz continuous functions are (nearly)
optimal. To break such a limit, one may consider

Smaller target function spaces (e.g., polynomial or smooth
function space).
New activation functions or new neural network
architectures (e.g., Floor-ReLU network).
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Can We Get Better Approximation Rate?
Polynomial

For polynomials, ReLU networks can attain exponential
approximation rates.

Theorem
Let P (x) = xα = xα1

1 xα2
2 · · ·xαdd for α ∈ Nd with ‖α‖1 ≤ k ∈ N+.

For N,L ∈ N+, there exists φ generated by a ReLU network
with width 9(N + 1) + k − 1 and depth 7k2L such that

|φ(x)− P (x)| ≤ 9k(N + 1)−7kL, for any x ∈ [0, 1]d.



37

Can We Get Better Approximation Rate?
Polynomial

For polynomials, ReLU networks can attain exponential
approximation rates.

Theorem
Let P (x) = xα = xα1

1 xα2
2 · · ·xαdd for α ∈ Nd with ‖α‖1 ≤ k ∈ N+.

For N,L ∈ N+, there exists φ generated by a ReLU network
with width 9(N + 1) + k − 1 and depth 7k2L such that

|φ(x)− P (x)| ≤ 9k(N + 1)−7kL, for any x ∈ [0, 1]d.



37

Can We Get Better Approximation Rate?
Polynomial

For polynomials, ReLU networks can attain exponential
approximation rates.

Theorem
Let P (x) = xα = xα1

1 xα2
2 · · ·xαdd for α ∈ Nd with ‖α‖1 ≤ k ∈ N+.

For N,L ∈ N+, there exists φ generated by a ReLU network
with width 9(N + 1) + k − 1 and depth 7k2L such that

|φ(x)− P (x)| ≤ 9k(N + 1)−7kL, for any x ∈ [0, 1]d.



38

Can We Get Better Approximation Rate?
The key to the classical approximation (e.g., spline and
finite element method) is locally reproducing polynomials
of certain degree.

ReLU networks cannot reproduce polynomials, but can
approximate polynomials of arbitrary degree in any
accuracy in terms of width and depth (e.g., exponential
N−kL).

Theorem
Let f ∈ Cs([0, 1]d), s ∈ N+, for N,L ∈ N+, there exists φ
generated by a ReLU network with width C1(N + 2) log2(8N)
and depth C2(L+ 2) log2(4L) + 2d such that

‖φ− f‖L∞([0,1]d) ≤ C3‖f‖Cs([0,1]d)N
−2s/dL−2s/d,

where C1 = 17sd+13dd, C2 = 18s2, and C3 = 85(s+ 1)d8s.
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Can We Get Better Approximation Rate?

Suppose f ∈ C∞([0, 1]d), apply our smooth result, for any given
s ∈ N+,

‖φ− f‖L∞([0,1]d) ≤ 85(s+ 1)d8s‖f‖Cs([0,1]d)N
−2s/dL−2s/d,

where φ is a ReLU network with width

17sd+13dd(N + 2) log2(8N)

and depth
18s2(L+ 2) log2(4L) + 2d.

The Key difficulty at the technical level is to estimate the approx.
rate in terms of the exact width and depth of the network.
This differs our approach from those in literature.
J. Lu, Z. Shen, H. Yang, and S. Zhang, Deep Network Approximation for Smooth
Functions, arXiv e-prints, (2020), p. arXiv:2001.03040

. . .
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Can We Get Better Approximation Rate?
Floor-ReLU Network

The Floor-ReLU network is a fully connected neural network
built by replacing ReLU with either Floor (bxc) or ReLU
(max{0, x}) as activation function in each neurone.
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With Floor-ReLU networks, we could attain exponential
approximation rates.
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Can We Get Better Approximation Rate?
Floor-ReLU Network

Theorem
For N,L ∈ N+ and a continuous function f on [0, 1]d, there
exists φ generated by a Floor-ReLU network with a width
max{d, 5N + 13} and a depth 64dL+ 3 such that

|φ(x)−f(x)| ≤ ωf (
√
dN−

√
L)+2ωf (

√
d)N−

√
L, for any x ∈ [0, 1]d.

When f is Hölder continuous function on [0, 1]d of order α with
a constant λ, , then

|φ(x)− f(x)| ≤ 3λdα/2N−α
√
L, for any x ∈ [0, 1]d.

Z. Shen, H. Yang, S. Zhang, Deep Network with Approximation Error Being Reciprocal
of Width to Power of Square Root of Depth, Neural Computation, to appear
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Conclusion

RD(θN ) ≤ RD(θD)︸ ︷︷ ︸
(∗)

+ [RS(θN )−RS(θS)]︸ ︷︷ ︸
Optimization Error

+ [RD(θN )−RS(θN )] + [RS(θD)−RD(θD)]︸ ︷︷ ︸
Generalization Error

,
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Thank you!

http://blog.nus.edu.sg/∼matzuows/


	Approximation theory and deep learning
	Approximation of functions by compositions
	Approximation rate in terms of width and depth

