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Deep Learning (DL)

Deep Learning has many impressive empirical
successes

Face and digit recognition, Computer Chess/Go,
Driverless Cars, ...
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We can learn everything
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However

There is no rigorous mathematical explanation for the
success of DL and no performance guarantees in DL

What follows is a mathematical view of this cunundrum
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The Core Problem

The core problem of DL is that we are given data
observations of an unknown function f : Ω 7→ IR

We wish to use this data to create an approximation

f̂ to f that will successfully predict f(x), ∀x ∈ Ω

Typically Ω ⊂ IRN with N very large

There are both deterministic and stochastic
formulations of this learning problem
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The Functional Analytic Approach

Without more information about f we can say nothing

So we add additional information in the form f ∈ K

where K is a model class of functions

We measure success in some norm ‖ · ‖

‖f − f̂‖ is the error in learning with the algorithm

I will take this norm to be a Hilbert space norm ‖ · ‖H

More general Banach space norms are handled in
DeVore-Petrova-Wojtaszczyk

We are given data wj = ℓj(f), j = 1, . . . ,m, where

ℓj ∈ H∗, i.e., they are linear functionals

Let Kw be the set of functions in K which satisfy the
data - thus f ∈ Kw is the totality of info about f . We also
use the notation Hw
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Optimal Recovery

We want to numerically approximate f ∈ Kw by some f̂

Optimal performance has simple geometric description

Let B = B(z,R) be smallest ball in H that contains Kw

B is called the Chebyshev ball

z is the center of the ball and R = R(Kw) is its radius

z is best approximation to f

R(Kw) is the error of best approximation

The Challenge: Give an efficient numerical procedure

to find f̂ which is near best: error ≤ C0R(Kw) or is in
some other sense close to the optimal solution

Important Observation: Any g ∈ Kw is a near best
solution with constant C0 = 2
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Chebyshev Ball for Kw
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The Setting

Since we are in a Hilbert space each ℓj = 〈·, ωj〉, with
ωj ∈ H - the Riesz representer

Let W := span{ωj : j = 1, . . . ,m} ⊂ H

WOLOG we can assume the ωj form an ONS and
w = PW f is our data - so we know PW f

What we do not know is PW⊥f where W⊥ is the
orthogonal complement of W

We want to use our knowledge that f ∈ K to
approximate the component PW⊥f

Each element in Kw is of the form w + η with η ∈ W⊥

Kw limits the range of the η - we want to find one of
the possible η
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Find the W⊥ component of f
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Numerical Algorithms

There are a lot of possible learning algorithms: the best
known is Least Squares LS least squares fit to the data

S∗ := ArgminS∈Σ
∑m

j=1[wj − ℓj(S)]
2

The typical choice of Σ is a linear space of finite
dimension n or a nonlinear manifold depending on n

parameters

The usual choice is n < m

Choice n = m interpolates the data

Choice n > m is over parameterized (not unique)

DL prefers n >> m

Σ is chosen as a good set to approximate K

A slightly better estimator is

f̂ := PW f + PW⊥S∗ = w + PW⊥S∗
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Analysis for LS

Here is a bound for performance of LS when Σ is
chosen as a linear space Σ = Xn of dimension n ≤ m:

‖f − f̂‖ ≤ µ dist(f,Σ)H

µ := supS∈Σ
‖S‖

‖P
W⊥S‖

µ is infinite if n > m

µ tells us whether we have good data or bad data

This bound is the optimal estimate in terms of
dist(f,Σ)H

It guides how to find a good space Xn - we want Xn

to approximate K well and have a reasonable µ

LS does not meet our GOAL because it does not
employ the model class assumption f ∈ K except
possibly in the choice of Σ
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LS with a penalty term (PLS)

Suppose K = U(Y ) where Y is some subspace of H
with ‖ · ‖Y

Note given any model class K which is convex and
centrally symmetric it is described by such a norm

Consider first the opt. problem

f̂λ = Argmin
g∈H

m∑

j=1

[wj − ℓj(g)]
2 + λ‖g‖Y

This cannot be implemented as such numerically
because the minimization is over all of H

However it does satisfy our GOAL whenever λ > 0 is
sufficiently small - weak penelization
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Numerical implementation of PLS

In practice we replace H by Σ

f̂ := f̂λ,Σ := Argming∈Σ ‖w − PW g‖+ λ‖g‖Y

Here we can equally well consider the over
parameterized case

How close is this to meeting our Goal

‖f − f̂‖H ≤ Cǫ+ CR(
⋃

‖w′−w‖≤Cǫ

Kw′)

provided λ > 0 is sufficiently small
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Neural Networks

In DL, f̂ is constructed as the output of a Neural
Network (NN) with some chosen architecture

So at least part of the success of DL must lie in the
ability of NNs to approximate well

Let us do a quick review of the output functions of
NNs and what we know about their approximation
properties

The output S of a NN is a function defined on IRN

You can think of it as a substitute for using
polynomials, or splines, or wavelets to do the
approximation
We want to see what these functions look like and
understand if they do much better in approximation
then the traditional candidates such as
polynomials, splines,...
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Outputs of NNs

NNs take as an input x ∈ IRN and output S(x) ∈ IRn - in
going forward we only consider scalar outputs (n = 1)

S is constructed using simple fundamental operations

Scalar products, composition, nonlinear activation σ

We will consider only ReLU activation for σ

ReLU(y) := y+ := max{y, 0}, y ∈ IR

ReLU(z1, . . . , zW ) = (ReLU(z1), . . . ,ReLU(zW ))

This is the most commonly used activation
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ReLU NNs

We consider ReLU networks with width W and depth L

(# of hidden layers) and full connectivity

The network takes input x0 = x ∈ IRd and outputs Sα(x)
where α are the parameters of the network

x(ℓ) = ReLU(Aℓ(x
(ℓ−1)) + bℓ) - Layer ℓ

Aℓ is a matrix and the offset bℓ ∈ IRW is a vector
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Structure of ΥW,L

Each S ∈ ΥW,L is a Continuous Piecewise Linear
(CPwL) function on a finite partition P of IRN into
convex polytopes

The number or cells in P can be as large as WNL

At first glance this seems very powerful: For n
parameters, there can be Cn highly anisotropic cells.

VERY IMPORTANT: We do not get all CPWL functions
on such partitions: far from it!

The partitioning and the linear pieces are intimately
connected!

There is no simple characterization of which CPwL

functions are in ΥW,L
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Structure of ΥW,1

It is easiest to understand one hidden layer

Each S ∈ ΥW,1 has the representation:

S =
∑W

i=1 ciℓi + c0, ℓi(x) = (wi · x+ bi)+ ,

wi ∈ IRd, ci, bi ∈ IR

Hi := {x ∈ IRd : wi · x+ bi = 0} is a hyperplane

ℓi is linear on a half space and 0 on its complement

Note the number of parameters here is ≈ Wd

H1, . . . , HW is called a hyperplane arrangement

The hyperplane arrangement partitions IRd into a

collection P of polytope cells with #(P) ≤ CW d

Each output S ∈ ΥW,1 is CPWL functions on such a
partition
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Hyperplane Arrangement for N = 2
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Deeper Networks

Any function in ΥW,L is the composition f1 ◦ f2 ◦ · · · fL of

functions from ΥW,1

If W is fixed then the number of parameters used to

describe S ∈ ΥW,L is linear in L, i.e., n(W,L) ≤ CL

The composition property is powerful and the secret
behind NNs

Close cousins of functions in ΨW,L are

outputs of dynamical systems

tensor structures

complicated self similar functions

Simplest example: Sawtooth in one dimension with
2n teeth captured with depth n
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Self Similar Functions in Υn

Let H ∈ Υ2,1 be the hat function on [0, 1]

The n-fold composition H◦n is in Υ2,n
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This function has 2n hats but needs only n parameters
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Approximation using NNs

There are 100s of papers written on NN approximation

What follows is a very coarse description of what we
know (fine description is in DeVore, Hanin, Petrova )

Measure error in ‖ · ‖X where X = Lp or related spaces

error versus number of parameters

NN approximation beats standard methods of
linear-nonlinear approximation in all classical setting

For classical smoothness classes (Lipschitz,
Sobolev, Besov) we have super convergence

Simplest example: Yarotsky: If f is in Lip 1 on [0, 1]

then En(f)C[0,1] ≤ Mn−2 with n parameters

There are novel model classes built on self similarity
with exponential convergence rates - Weierstrass
function
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Explaining super convergence

Does this explain the success of DL?

Functions in ΥW,L determined by n parameters

Any output S = S(y, ·) = Mn(y) where Mn : IRn → X

So Σn := ΥW,L is a nonlinear manifold.

This manifold is continuous and locally Lipschitz, i.e.
Mn is a continuous locally Liptschitz mapping

The Lip constant of Mn grows with the size of y

To approximate a target function f we prescribe
parameters an(f) ∈ IRn

An approximation method is to describe a map
an : X → IRn then An(f) = Mn(an(f)) ∈ Σn

Approximation methods of this type are called
manifold approximation
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Evaluating Manifold Approximation

Given any model class K ⊂ X and any ǫ > 0

There is a one dimensional manifold (M) that
approximates all elements in K to accuracy ǫ

Why don’t we use M for numerical approximation?

Impossible to find the best parameter

tremendous instability
changing the parameter slightly results in a great
change of the output function

Returning to NN approximation

Requiring just continuity of the maps an,Mn negates all
the wonderful super convergence results

So to maintain super performance we need to place
ourselves in a very unstable setting
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What is done in Deep Learning?

Prototype DL algorithm - as explained to me

It makes no explicit model class assumption - so
how can it prove anything about performance?

It takes Σ as a highly over parameterized NN , i.e.
n >> m

It uses GD or SGD to solve the optimization problem

f̂ = Argmin
S∈Σ

‖PWS − w‖

with no penalty term

It begins the iteration with a random initial guess f̂0

No attempt to find an approximation to PW⊥f
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So why is DL successful?

DL evaluates success empirically on test data

It does not take into account computational time to

learn f̂ so it can search long enough over the manifold -
highly unstable tuning of parameters

Recall in numerical analysis we measure error
versus number of machine operations

In applications of SGD it limits step sizes thereby giving
an implicit regularizer

There are many local minima of the objective function
and any random initial guess is close enough to a local
minimum to start the iteration

The target functions are of many variables and novel

NN approximation seems to be effective for a very wide
array of model classes (known and unknown)
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